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Abstract—Synthetic aperture sonar (SAS) is used extensively
in underwater imaging for visualizing the seafloor and objects
present on it. However, processing SAS images can be time-
consuming and tedious, with machine learning techniques being
ineffective due to the lack of available data. In particular,
automated target recognition (ATR) with 3D SAS data for
machine learning is challenging in many ways due to the
complexity with working with 3D volumetric data. Recently,
researchers have introduced generative adversarial networks
(GANs) to help perform 2D SAS image generation for data
augmentation. Following this line of work in this paper, we
introduce a 3D-GAN architecture to generate photorealistic 3D
SAS data which matches the fidelity of real data. In particular,
we discuss novel latent space sampling and normalization to help
3D GANs overcome mode collapse for generating volumetric
SAS information. Experimental results are shown on real 3D
SAS data, showing the potential of using 3D GANs for dataset
augmentation in the future.

I. INTRODUCTION

Machine learning has recently become very successful for
state-of-the-art applications and developments in synthetic
aperture sonar (SAS) imaging research. In particular, one
main research direction is in automatic target recognition
(ATR) which utilizes modern machine learning capabilities
to localize and detect objects. However, machine learning
for ATR suffers from the lack of available and well-curated
datasets, particularly a dearth of target images, necessary for
training a network to automatically detect and classify targets.
This dataset imbalance can be as large as one image of a target
object out of a large dataset with 1000 seafloor images, which
bottlenecks machine learning solutions for ATR.

To resolve this issue, an important avenue of research has
turned to generating realistic synthetic data that matches real-
world data statistics. Combining the real-world data with the
synthetic data helps alleviate dataset imbalance and allows
for training neural networks. Recently, generative adversarial
networks (GANs) have been proposed for generating synthetic
images to help offset the class imbalances in SAS datasets
[1], [2]. This approach considers augmenting the dataset
with synthetic target images to improve ATR performance.
However, many of the existing approaches have been designed
specifically for 2D SAS images – few works consider applying
GANS to 3D SAS image generation.

In this paper, we aim to tackle the more challenging problem
of generating 3D SAS data for volumetric imaging. This is
challenging due to the increase in dimensionality of the data,

and because of the complex image features caused by sub-
bottom imaging and seafloor scattering. Further, training 2D
GANs is difficult due to convergence issues such as mode
collapse [3], [4] where the generator fails to produce sets of
generated images that have diversity within the sets. These
problems only become more exacerbated in the 3D case, and
are relatively understudied in the literature.

We introduce a 3D GAN architecture to generate synthetic
3D SAS volumes that can be utilized for dataset augmentation
for ATR. We show how this 3D GAN can be effectively
trained, how we represent and process 3D SAS data in the net-
work, and discuss issues with convergence and mode collapse.
In particular, we introduce a novel latent space sampling and
normalization to avoid mode collapse and improve the visual
quality of the results. We validate our architecture and latent
space sampling and normalization method on real volumetric
SAS data captured by a bottom imaging sonar in shallow
water, showing both experimental results and ablation studies.
This work is the first step towards realistic, machine learning-
based 3D SAS generation for dataset augmentation.

II. RELATED WORK

Generative Adversarial Networks: Generative Adversarial
Networks (GANS) are a relatively new class of neural net-
work architectures designed to perform generative modeling
of various data, especially the synthesis of new data [5].
GANs were first introduced in 2014 by Goodfellow et al. [6],
whose architecture consists of two networks: a generator and
discriminator. The generator maps noise vectors (sampled
from a distribution) called latent vectors to a plausible output
that looks to belong to the data distribution. In turn, the
discriminator network is fed both this generated output as well
as real data, and determines which input is real or fake. By
training these two networks in an adversarial or competitive
fashion, GANs are able to learn the underlying distribution
of the dataset and synthesize new examples at test time by
querying the generator’s output. GANs have been used to
generate photorealistic faces of fake celebrities [7], new audio
waveforms [8], and even new clothing for fashion [9]. While
GANs have achieved state-of-the-art performance in realistic
data generation, they are notoriously difficult to train and
converge. One main problem with GAN training which we
address in this paper is mode collapse [3], [4], where a GAN’s
generator learns to map the entire latent space distribution to
a single output. This prevents the GAN from generating a



Fig. 1. Our pipeline for GAN training on 3D SAS data consists of a generator network which maps sampled latent space vectors to synthetic data and a
discriminator network which decides if the synthetic data is indistinguishable from the real 3D SAS data. The loss function is used to update both networks’
weights until convergence.

diverse set of samples, which limits its application for dataset
augmentation tasks.

GANS for 2D SAS: Many works have utilized GANs
for mitigating the class imbalance problem in SAS ATR.
Chen et al. successfully used a GAN to generate novel,
artificial seafloor images [10], and utilized style transfer [11]
to generate seafloors. Lee et al. [12] also use style transfer
to color acoustically rendered images with the global style
statistics of real sonar images.

One popular technique is to use conditional GANs where
the input to the GAN is a rendered or optical image that is
then transformed to match the SAS dataset statistics. Reed
et al. used an optical raytracer to synthesize SAS-approximate
images that are then fed into a conditional Wasserstein GAN to
generate photorealistic SAS images [1]. Karjalainen et al. also
used a ray-tracer to insert rendered images onto real seafloors
followed by an unpaired image-to-image translation GAN to
generate targets on the seafloor [13]. Sung et al. [14] use a
conditional GAN [15] to translate optically captured images
into the style of forward-looking sonar images. In contrast,
our method is not conditional but creates novel 3D SAS data
directly from latent vectors sampled from a distribution. While
this does limit the control over the scene geometry as opposed
to conditional methods, we do not require additional renderers
or paired data in order to perform SAS generation.

Finally, GAN generated imagery has been used for computer
vision tasks in sidescan sonar including transfer learning [16],
[17], synthesizing different sonar operating frequencies and
landscapes [18], and sediment classification [19]. The appli-
cation of synthetically generated data remains an open area of
future work for our 3D SAS GAN.

GANs for 3D Data: Most research for training 3D GANs
stems from computer vision, particularly for generating 3D
objects from various 2D and 2.5D images [20]–[24]. However,
the challenges of training GANs on 3D data is noted in
Smith et al. [24], who proposed a Wasserstein loss function
regularized with a gradient penalty to try and improve conver-
gence issues. To the best of our knowledge, GAN architectures
specialized for 3D volumetric SAS data do not exist, and our

work is designed to fill this gap in the literature.
Improved Convergence and Training for GANs: As noted

earlier, GAN training and convergence is significantly more
challenging than conventional neural networks. To avoid mode
collapse in GANs, researchers have proposed Wasserstein loss
functions for GANs [25], [26]. However, recent evidence sug-
gests that Wasserstein losses do not always converge or solve
mode collapse [27]. Other techniques to encourage diversity in
GAN output include performing mini-batch discrimination [3]
or unrolled GANs [28]. For improving general convergence,
some works consider adding noise to discriminator inputs [29]
or regularizing the network weights [30]. In contrast to all
these methods, in this paper, we present a novel latent space
sampling strategy and normalization that helps mitigate mode
collapse specifically for our 3D SAS generation.

III. METHOD

In this section, we cover modern approaches used to design
our 3D GAN architecture. This architecture is based on a
variation of the well-known deep convolutional generative
adversarial network (DCGAN) introduced originally for 2D
image generation [31]. We discuss how we adapt the network
for 3D data including choice of network layers and loss
function. We also discuss techniques used in our training
pipeline to pre-process the real 3D SAS data that helped to
improve GAN convergence. Finally, we discuss our sampling
procedure for latent vectors that helped to avoid mode collapse
issues and promoted diversity in the set of output from the
GAN.

Architectures and loss functions: Our DCGAN archi-
tecture used for generating artificial volumetric SAS data
contains two networks: a generator network G(·) tasked with
synthesizing data and a discriminator network D(·) tasked
with differentiating between real and generated data. We
start with taking a latent vector z ∈ RNz sampled from
a distribution (typically a normal distribution N (µ, σ) or
uniform distribution U [−a, a]) where Nz is the dimension of
the latent space. This latent vector is passed as an input to
the generator to form a data cube G(z). Then this output is



fed to the discriminator to determine if D(G(z)) is real or
fake as compared to D(ireal) where ireal is a sampled real
data cube from the dataset, as shown in Figure 1. Intuitively,
the generator tries to “fool” the discriminator with its output,
and the discriminator tries to accurately detect the generated
data cube. This process is known as adversarial training,
and continues until the generated 3D data G(z) matches the
distribution of real 3D SAS data.

We investigated two different 3D convolutional neural net-
work (CNN) models for the generator network G(·). The
first design implements the standard DCGAN architecture
(please refer to [31] for layer details) comprised of linear
upsampling layers before leveraging 3D convolutional layers
(Conv3D)1. This combination of upsampling with Conv3D is
designed to help attenuate high frequency artifacts that can
occur in visual data generation. The second design, visualized
in Figure 2, implements 3D convolutional transpose layers
(ConvTranspose3D) which actually perform 3D convolution
with stride to simultaneously perform filtering and upsampling
for the output. Note that this is sometimes referred to as
deconvolution in the machine learning literature, although it
is different from traditional inverse filtering algorithms which
share the name. In the experimental results, we demonstrate
how this second design with convolutional transpose layers
creates higher quality visual output in the 3D SAS data
generated.

The discriminator network uses 3D convolutional layers to
reduce the input data to a single value between [0, 1] that
corresponds to the probability of being real 3D SAS data.
This network is the 3D analog to DCGAN’s 2D discriminator
network [31]. The discriminator network worked for both
designs of the generator described above as we observed its
architecture was well-suited to identify real versus generated
data.

Both networks take advantage of mini-batch normaliza-
tion [32] by implementing BatchNorm3D layers after perform-
ing convolution and transposed convolution operations. The
activation functions implemented after each 3D Batch Nor-
malization layer in the discriminator and generator networks
are LeakyReLU and ReLU respectively. We set the number of
feature maps in the output channel of the generator’s first layer
to 128. This hyperparameter value was empirically determined
by increasing the value of feature maps from 32 to 400 by
factors of 2 until convergence in the output of the generator
was detected after a certain number of epochs (note that 512
was replaced by 400 due to limitations with GPU memory).
The full network design can be seen in Figure 2.

Loss Function: A crucial part of training a GAN is
the choice of loss function, which measures how well the
generator is fooling the discriminator. A good loss function
ensures that gradient information is propagated to both net-
works adequately for training. We primarily utilize the Binary
Cross Entropy Loss function (BCELoss) as introduced in the

1Note the original DCGAN uses 2D layers as it was designed for images,
but we replace them with 3D layers for our data.

Fig. 2. Network Architectures for the Generator and Discriminator in the 3D
GAN.

original GAN paper [6], given by the following equations for
discriminator and generator losses respectively:

LD = log(D(x)) + log(1−D(G(z)) (1)

LG = log(D(G(z))),

where x is sampled from real data, and z is the latent vector.
Note that in the discriminator loss, D(x) wants to go to label
1 and D(G(z)) wants to go to 0 (i.e. maximize accuracy of
detecting real and synthetic data), while the generator loss
wants D(G(z))→ 1 which fools the discriminator.

Input Data Processing: A critical but overlooked part of
machine learning pipelines is how the input data is processed
before going into the network. We train our GAN on the
amplitude of the complex 3D SAS data, and do not consider
the phase of the data in this paper. We take the log-amplitude
of our data to compress the dynamic range of the images,
which is commonly done to visualize SAS. For each raw data
cube (size: 101 × 750 × 100), we slice the data in the along
track axis and resize each image to 64 × 64 resolution with
dimensions of depth and cross-track. We then center cropped
each image, normalized them between [-1, 1], and stored each
image a total of 64 images along the track in a Pytorch tensor
to form a final 64 × 64 × 64 data cube that we feed to the
network. While this is a limited resolution for our data, we
found this resolution to be manageable for our network to
converge with our current GPU memory limits.

Latent Space Sampling: Mode collapse is the phenomena
where different latent vectors, sampled from a distribution, are
all mapped by the generator to a single output or visually-
similar outputs. This intuitively occurs when the generator



Fig. 3. Latent space sampling which induces different output to avoid mode collapse. In the left figure, different samples from the same distribution are
mapped to the same output. In the right figure, the shifted distribution (µ = 3) in black from the original distribution in red induces samples to be mapped
to a qualitatively different output than the original distribution.

overfits to one examplar of the training data, and learns to
keep generating that image to fool the discriminator despite
having no diversity in output. This is difficult to prevent as the
optimization for GANs is not designed to promote diversity
in output, but rather simply minimize the loss function.

As mentioned earlier, there are several techniques involving
new architectures [28] or mini-batch discrimination [3] to try
and alleviate mode collapse. Rather than introducing more
complexity into our network architecture, we observed that the
choice of latent space sampling and normalization is critical to
preventing mode collapse and promoting GAN convergence.
In particular, we note that sampling the latent vector from a
family of normal distributions zi ∈ N (µi, σi), i = 1, . . . , N ,
where the means and variances of each distribution (µi, σi)
are themselves sampled from a uniform distribution, leads to
a set of diverse outputs G(zi) and prevents mode collapse
in our 3D GAN. Here, N is the number of data cubes we
want to generate or the batch size (typically 8 or 16 in our
experiments), and Nz is the dimension of the latent space
(where we use Nz = 10 in our experiments). Please refer to
Figure 3 for a visual description of this sampling.

After sampling, we enforced the range of the latent space
values in the vector from [−1, 1] which needs to match the
range of the activation function of the generator. This helps
convergence as the generator does not have to work extra hard
to map the range of the latent space to a new output range and
also ensures that no values are truncated outside the limits
when sampling. Note that we sample one latent vector and
normalize it at a time, and then collect N such vectors to form
the batch (i.e. we do not perform normalization at the batch
level), as this was empirically shown to help convergence.

This method of sampling and then normalizing the latent
vectors resulted in high quality output for the GAN. Opti-
mizing the latent space to alleviate mode collapse seems to
be relatively understudied in the literature as compared to
optimization and architecture approaches, and remains a future
avenue of work.

IV. EXPERIMENTAL RESULTS

In this section, we describe our experimental results for our
3D GAN architecture. We begin by discussing our dataset and
implementation details. We then present our results including
showing comparisons to real data, discussing mode collapse,
and ablation studies on the choice of loss function, network

Fig. 4. Real data captured from the Sediment Volume Search Sonar [33] which
is leveraged for our 3D GAN training. The 3D data cube can be visualized
by slices in the along track, cross track, or depth as shown in the figure.

layers, and latent space sampling and normalization. Note that
this paper shows its 3D SAS results as a proof-of-concept with
qualitative results. Quantitative evaluation for the GAN output
is tricky and we leave it for future work to rigorously evaluate
the performance of our network.

A. Implementation

Dataset: We utilized real 3D SAS data from the Sediment
Volume Search Sonar (SVSS) designed for buried UXO detec-
tion/classification performance as part of the Strategic Envi-
ronmental Research and Development Program (SERDP) [33].
This imaging system was designed for shallow water depths
less than 5 meters, with a hardware array that consists of 80
receive channels and five projectors, using LFM waveforms
at 20-35 KHz. The dataset utilized consisted of 3D SAS data
captured at a local reservoir with targets captured including
cylinders, pipes, spheres, and various clutter objects.

The ASASIN beamformer [34] was utilized to post-process
SVSS data, reconstructing imagery with voxels (i.e. 3-
dimensional pixels) that are 2 cm along each dimension. A
three-dimensional matrix of voxels is referred to as a data



Fig. 5. Comparison of generated 3D SAS data to real data: The first set of 12 images on the left are real SAS images sliced along track (d), across track
(e), and depth (f) from 4 data SVSS data cubes. The second set of 12 images on the right are generated images sliced along track (a), across track (b), and
depth (c) from 4 artificial SAS data cubes in the columns.

cube, and is visualized in Figure 4 using dynamic range
compression. The SVSS image output size is 2m cross-track,
15m along-track, and 2m depth, and a 2cm resolution yields
a 101×750×100 data cube. Our total dataset consisted of 513
data cubes captured from the SVSS.

As mentioned earlier, our 3D GAN architecture cannot
handle large data cubes as it increases convergence time and
can lead to more instability in training. In addition, we can
only increase network size and parameters up to a certain
amount limited by the on-board GPU memory. Thus, we
downsample our data to 64×64×64 data cubes for processing.
While this is a limitation, the downsampled data still reflects
high level features such as the seafloor and objects captured
on it adequately for our purposes.

Training details: Our network was ran on a NVIDIA
GeForce GTX 1080 GPU using the PyTorch library for deep
learning. We used the Adam optimizer with a learning rate of
0.0002 and a batch size of 16. The average time to train our
3D architecture using 513 SAS data cubes took 20 hours for
2000 epochs.

B. Main Results

In Figure 5, we show our 3D GAN results compared to the
real data for along track, cross track, and depth slices of the
3D data cubes. Note how the generated images capture scene
structure in the along-track and cross-track slices, particularly
the bright band corresponding to an object on the seafloor. In
the along-track and cross-track images, the real data shows two
distinct acoustic returns (a double bar pattern) in the measured
imagery. This is due to impedance constrast from a layered
interface from the sediment structure in the SVSS test site
which generally consists of a silt layer over a clay basement,
where the silt layer can be as thick as 25 cm [33]. We note
that the GAN reproduces these distinct acoustic returns in
its output. In addition, the GAN was even able to create

the field of view of the sensor in the along-track images.
The depth slices generated by the GAN match the style and
textures of the original data. We do observe that some high
frequency/sharpness is lost in the generated images, even after
accounting for the loss in resolution due to downsampling the
real data to (64 × 64 × 64). However, these results show the
variety of 3D SAS data that can be generated from our GAN.

It is important to ensure that the 3D GAN generates consis-
tency in its output, i.e. the physical geometry and orientation
of the different 2D slices are plausible. Here, we evaluate
this consistency qualitatively, as it is difficult to quantitatively
measure how physically accurate the GAN’s output is. In
Figure 6, we qualitatively compare generated images sliced
across the track for a single artificial data cube against real
images sliced across the track from a single data cube. When
comparing each generated slice against the corresponding real
slice, we note that the pixel values are similar in range and
distribution. Further, the generated object is well within the
area and at the height where one would expect to locate
the object in the real images. The object location does not
drift as we move along the track, which indicates the GAN
has learned to consistently generate the object at a particular
location within the 3D volume.

Speed: One important aspect of using GANs to generate
synthetic data is the time it takes to generate a single 3D data
cube. On our 1080 GPU, it took approximately 2 milliseconds
for one 64 × 64 × 64 scene to be created by the generator
network. This real-time latency is useful for the creation of
large datasets for researchers as opposed to physics-based
simulators which have much longer rendering times.

Mode Collapse: We also evaluated the effects of our latent
space sampling and normalization to avoid mode collapse for
our GAN. Recall from Section III that we sample the latent
vectors from a set of normal distributions with uniformly



Fig. 6. Comparison of the generated and real data cubes for different 2D slices for the 3D SAS data. Note how the generated slices maintain consistent
structure the axis of interest, which shows that the GAN learns to generate plausible 3D data.

sampled means/variances, and normalize the vectors between
[−1, 1] before sending them to the generator. In Figure 7, we
show 16 generated images using our 3D GAN architecture
with only latent sampling from a single normal distribution
and without normalization, and on the right are results with
our proposed sampling and normalization. Without applying
our methods, mode collapse occurs with no variation in output
images and checkerboard artifacts in the slices from poor
convergence. In contrast, our method induces a diversity of
output and improves the visual quality of the results. We
caution the reader that this latent space sampling/normalization
was only applied on our particular 3D SAS data, and further
investigation is needed to determine if the strategy works in
other domains.

C. Ablation Studies

GAN network design and training is subtle, and we found
that performance depended critically on hyperparameters such
as the latent space dimension, number of feature maps in the
network architectures, etc. To illustrate this, we conducted
ablation studies on three main design choices: (1) the loss
function, (2) whether either sampling from a family of latent
space distributions or normalizing the latent space vectors is
needed for eliminating mode collapse, or both are needed,
and (3) comparing layer choice between the first and second
designs for the generator architecture. We show how all of
these design decisions impact the (robustness) of the training,
the visual quality, and consistency of the generated images.

Choice of Loss function: We implemented the Binary
Cross Entropy Loss (BCE) function as a criterion to evaluate
the loss between the prediction of the discriminator being real
or generated and the ground truth examplar (label) sampled
from our dataset. Modern GANs typically implement the
Wasserstein Loss function [25] coupled with a gradient penalty
term as an alternative to the BCE loss function. This has been

shown to avoid mode collapse and reduce artifacts in generated
images for computer vision applications [25], [26].

We also implemented a Wasserstein loss function [25] in our
training pipeline to test this hypothesis, but did not achieve
convergence even after extensive parameter searching and
tuning. This was surprising as Wasserstein GANs are meant to
be robust to convergence and mode collapse issues, although
other researchers have cautioned that such observations are
not always repeatable [27]. Instead, we found our BCE Loss
coupled with our latent space sampling and normalization
allowed for faster convergence when comparing generated
imagery at a specified number of epochs as compared to the
Wasserstein GAN.

Normalization and Transformation: In Figure 9, we show
the results of (1) naively sampling the latent vector from a sin-
gle normal distribution without normalization, (2) performing
normalization on the latent vector from a single distribution,
(3) sampling vectors from a set of normal distributions without
normalization, and (4) sampling and normalizing latent vectors
from a set of normal distributions. As one can see, both
normalization and sampling from different distributions is
needed to avoid checkerboard artifacts and increase the fidelity
of the visual data.

Upsampling Layers: In Section III, we outlined two differ-
ent designs for the generator network based on upsampling +
convolutional layers versus convolutional transpose layers. In
Figure 8, we show the results of these two different network
designs as opposed to ground truth data. As one can see,
the 3D convolutional transpose layers (our second generator
design) yield better performance in approximating the ground
truth data including preserving high spatial frequency details.
Using linear upsampling with 3D convolutions leads to overly
blurry and washed out sonar features due to difficulty con-
verging for the GAN. Note that this observation is counter
to previously published results for 2D optical images [35]
where convolutional transpose layers were shown to cause



Fig. 7. Avoiding Mode Collapse in our 3D GAN. Left: Mode collapse without using normalization and latent space sampling. Note how all the generated
outputs are the same and have visual checkerboard-style artifacts, and the images appear oversaturated in the colormap due to these artifacts. Right: Diversity
of output and convergence without visual artifacts after using our techniques.

checkerboard artifacts. Thus more investigation is needed as
to when convolutional transpose layers are effective for neural
network architectures.

In addition, we determined the number of features in the
first convolutional layer were critical to evade the issue of
vanishing gradients in the network which prevents effective
training. We set the number of features in the first convolu-
tional layer to be 128 (twice the resolution of one dimension
of the input data (i.e. 64). This empirically seemed to work
well in practice.

Latent Space Dimension: In Figure 10, we show the results
of sweeping the size of the latent space dimension Nz . Lower
Nz resulted in less checkerboard and convergence artifacts
from the neural network. For each Nz the latent vectors were
normalized from -1 to 1 and no transformations were applied
to the distributions. Thus, normalizing the latent vectors before
the generator helped avoid mode collapse that occurs when this
normalization is not present as shown earlier in Figure 7 on
the left (here Nz = 10 in this figure).

V. DISCUSSION

We have presented the first 3D GAN to rapidly generate
volumetric 3D SAS data. We adapted the commonly used
DCGAN architecture [31] with 3D convolutional transpose
layers coupled with a BCE loss, and trained on 3D cubes of
log-amplitude SAS data. We noted typical issues with GAN
convergence, particularly mode collapse, and demonstrated a
latent space sampling and normalization procedure to mitigate
these issues and promote diverse output in the GAN. We

Fig. 8. Upsampling versus ConvolutionalTranspose3D layers: Evaluation
of two different generator designs based on convolutional transpose layers
or upsampling with traditional convolutional layers. Note how the upsam-
ple+Conv3D causes oversmoothening of results while ConvTranspose3D
preserves the frequency details of the ground truth data.



Fig. 9. Ablation study of the effects of normalization for GAN outputs:
(1) without normalization and latent space; (2) normalization only; (3)
sampling from different distributions; (4) combined sampling from different
distributions and normalization.

Fig. 10. Ablation study on the size of the latent space dimension Nz . Note the
increase in checkerboard artifacts and convergence issues as Nz gets larger.

validated our contributions on a real experimental dataset from
the Sendiment Volume Search Sonar [33] for buried objects
on the seafloor. This work is the first step for using GANs in
synthetic data augmentation for 3D SAS ATR.

Limitations: Our 3D architecture is limited by memory
constraints, and convergence of the GAN was difficult for
resolutions beyond 64 × 64 × 64. This is partly because the
number of trainable weights in the network scales with input
dimension. These issues may be alleviated by distributed GPU
training in the future.

Further, our GANs do not have explicit control over the
scene geometry such as where objects are placed within the
scene. This might limit the potential effectiveness for dataset
augmentation, although other conditional GAN methods have
addressed these issues [1], and can be leveraged for 3D SAS.

Finally, we do not leverage the complex information in the
SAS data for our training. This makes it difficult to perform
quantitative analysis with complex SAS data to verify physical
realism for the GAN output.

Future Work: To improve the resolution of the 3D GANs

beyond (64 × 64 × 64), we want to explore leveraging pro-
gressive GAN architectures [7] that has shown promise for
generating high-resolution images. Quantifiable metrics such
as t-SNE and FID score to measure the performance of our
3D GAN and its output would help evaluation. Finally, we
want to use our 3D GAN for dataset augmentation, creating
synthetic 3D SAS data with targets to help improve machine
learning methods for ATR.
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